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Example 1: Annotation Projection
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Cross-Lingual Dependency Parsing
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Figure 13: The impact of training data: Di↵erent sizes of projected data for training cross-
lingual parsing models.

4. Comparison to Related Work

In this section—having thoroughly analyzed synthetic treebanking—we revert to a top-level
discussion of cross-lingual parsing. In it, we contrast our approach to several selected
alternatives from related work, and we sketch their properties from the viewpoint of enabling
dependency parsing for truly under-resourced languages. We proceed by outlining the
comparison.

We have already compared the various synthetic treebanking approaches to one another
and to the delexicalized transfer baseline of McDonald et al. (2013) in section 3. Here, we
aim at introducing a number of top-performing representatives of the methods discussed in
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Research Questions

Less related languages
• Is it possible at all and does it make sense?
• Incorporate prior knowledge about language properties?
• Blending different information sources?

Massively parallel corpora
• Get the best out of many languages (but how?)
• Multilingual representation learning and model transfer?

Test with truly under-resource languages



Example 2: Low-Resource SMT
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MT for Closely Related Languages

Icelandic - Swedish

Barnið er dáið.
Barnet är dött.

Hann andaði aðeins í smástund.
Han andades bara en kort stund.

Svo andaði hann ekki meira.
Han andades aldrig igen.

Bosnian - Macedonian

Kako znate da se radi o jednoj životinji?
Како знете дека се работи за животно?

Ni ja ne verujem u zmajeve...
И јас не верувам во змејови . . .

Danish - Norwegian

Du ser forfærdelig ud.
- Du ser forferdelig ut.

Du kunne i det mindste have barberet dig.
Du kunne i det minste ha barbert deg.

Catalan - Spanish

Oko, comprova l'equip.
Oko, comprueba el equipo.

No hi ha constellació en la distància Visual.
No hay constelación en la distancia Visual.

Cap explosió estelar.
Ninguna explosión estelar.

Translating Catalan via Spanish

Catalan - English BLEU

baseline 27,86

Spanish - English 33,37

(Catalan -word- Spanish) - English 38,65

(Catalan -char- Spanish) - English 40,73

English - Catalan BLEU

baseline 26,70

English - Spanish 34,03

(English - Spanish) -word- Catalan 39,59

(English - Spanish) -char- Catalan 46,82

Example Translations: Catalan - English

And when that happens, you have to try to say no.
And when that succeeixi you mean, you don't.
And when I say no, you must try succeeixi.
And when that happens, you try to say no. 

What piece of women's attire most stokes a man's desire?
What peça clothes of wife to a man embogir?
What piece of cloth from a woman makes a man crazy?
What a piece of cloth from a woman makes a man crazy?

I have to grade these papers.
Tincque qualificar these exàmens.
Tincque qualificar these tests.
I have to grade these papers.

She just went through a breakup.
Just come in for a ruptura
He just went through a breakup.
He just went through a breakup.

Reference:
Baseline:

Word-based pivot:
Char-based pivot:

Reference:
Baseline:

Word-based pivot:
Char-based pivot:

Reference:
Baseline:

Word-based pivot:
Char-based pivot:

Reference:
Baseline:

Word-based pivot:
Char-based pivot:



Research Questions

Less related languages
• Is it possible at all and does it make sense?
• Incorporate prior knowledge about language properties?
• Blending different information sources?

Massively parallel corpora
• Get the best out of many languages (but how?)
• Multilingual representation learning and MT?

Test with truly under-resource languages

Figure 1: Hierarchical clustering based on word order statistics from our algorithm. Language families
represented are (G)ermanic, (R)omance, (T)urkic, (P)olynesian and (S)initic.

the relative numbers are quite similar within each
pair.

As a way of visualizing our data, we also
tried performing hierarchical clustering of lan-
guages, by normalizing the word order count vec-
tors and treating them (together) as a single 14-
dimensional vector. The result confirmed that lan-
guages can be grouped remarkably well on basis
of these five automatically extracted word order
features. A subset of the clustering containing
all languages from five language families repre-
sented in the New Testament corpus can be found
in Figure 1. While the clustering mostly follows
traditional genealogical boundaries, it is perhaps
more interesting to look at the cases where it does
not. The most glaring case is the wide split be-
tween the West Germanic and the North Germanic
languages, which in spite of their shared ances-
try have widely different word order characteris-
tics. Interestingly, English is not grouped with
the West Germanic languages, but rather with the
North Germanic languages which it has been in
close contact with.2 One can also note that the
Sinitic languages, with respect to word order, are
quite close to the North Germanic languages.

Table 2 shows the agreement between the algo-
rithm’s output and the corresponding WALS chap-

2One reviewer pointed us to the controversial claim of
Emonds (2011), that modern English in fact is a North Ger-
manic language, albeit with strong influence from the extinct
West Germanic language of Old English.

ter for each feature. The level of agreement is
high, even though the sample consists mainly of
languages unrelated to English, from which the
dependency structure and PoS annotations were
transferred. The most common column gives the
ratio of the most common ordering for each fea-
ture (according to WALS), which can serve as a
naive baseline.

As expected, the lowest level of agreement is
observed for WALS chapter 81A, which has a
lower baseline since it allows six permutations of
the verb, subject and object, whereas all the other
features are binary. In addition, this feature re-
quires that two dependency relations (subject-verb
and object-verb) have been correctly transferred,
which substantially reduces the number of rela-
tions available for comparison.

The fact that sources sometimes differ as to
the basic word order of a given language makes
it evident that the disagreement reported in Ta-
ble 2 is not necessarily due to errors made by
our algorithm. Another example of this can be
found when looking at the order of adjective and
noun in some Romance languages (Spanish, Cata-
lan, Portuguese, French and Italian), which are all
classified as having noun-adjective order (Dryer,
2013a). It turns out that adjective-noun order in
fact dominates in all of these languages, narrowly
when using type counts and by a fairly large mar-
gin when using token counts. This result was
confirmed by manual inspection, which leads us
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Abstract

We present a novel technique for learn-
ing semantic representations, which ex-
tends the distributional hypothesis to mul-
tilingual data and joint-space embeddings.
Our models leverage parallel data and
learn to strongly align the embeddings of
semantically equivalent sentences, while
maintaining sufficient distance between
those of dissimilar sentences. The mod-
els do not rely on word alignments or
any syntactic information and are success-
fully applied to a number of diverse lan-
guages. We extend our approach to learn
semantic representations at the document
level, too. We evaluate these models on
two cross-lingual document classification
tasks, outperforming the prior state of the
art. Through qualitative analysis and the
study of pivoting effects we demonstrate
that our representations are semantically
plausible and can capture semantic rela-
tionships across languages without paral-
lel data.

1 Introduction

Distributed representations of words provide the
basis for many state-of-the-art approaches to var-
ious problems in natural language processing to-
day. Such word embeddings are naturally richer
representations than those of symbolic or discrete
models, and have been shown to be able to capture
both syntactic and semantic information. Success-
ful applications of such models include language
modelling (Bengio et al., 2003), paraphrase detec-
tion (Erk and Padó, 2008), and dialogue analysis
(Kalchbrenner and Blunsom, 2013).

Within a monolingual context, the distributional
hypothesis (Firth, 1957) forms the basis of most
approaches for learning word representations. In

Figure 1: Model with parallel input sentences a and b. The
model minimises the distance between the sentence level en-
coding of the bitext. Any composition functions (CVM) can
be used to generate the compositional sentence level repre-
sentations.

this work, we extend this hypothesis to multilin-
gual data and joint-space embeddings. We present
a novel unsupervised technique for learning se-
mantic representations that leverages parallel cor-
pora and employs semantic transfer through com-
positional representations. Unlike most methods
for learning word representations, which are re-
stricted to a single language, our approach learns
to represent meaning across languages in a shared
multilingual semantic space.

We present experiments on two corpora. First,
we show that for cross-lingual document clas-
sification on the Reuters RCV1/RCV2 corpora
(Lewis et al., 2004), we outperform the prior state
of the art (Klementiev et al., 2012). Second,
we also present classification results on a mas-
sively multilingual corpus which we derive from
the TED corpus (Cettolo et al., 2012). The re-
sults on this task, in comparison with a number of
strong baselines, further demonstrate the relevance
of our approach and the success of our method
in learning multilingual semantic representations
over a wide range of languages.
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Figure 3: Bilingual Compositional Vector Mod-
els (CVM) proposed by Hermann and Blunsom
(2014). The distance between the distributed rep-
resentations f(a) and g(b) of the parallel input
sentences a and b is minimized to train the model.

PRON VERB DET ADJ NOUN ADP NOUN .
Wir wollen eine echte Wettbewerbskultur in Europa .

We want a true culture of competition in Europe .
PRON VERB DET ADJ NOUN DUMMY DUMMY ADP NOUN .
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Figure 4: Annotation projection of dependency structure
from German to English (Tiedemann, 2015). Existing
word alignments are used to directly map syntactic rela-
tions between words.

senses of ambiguous words are usually clustered into one single representation. An advantage of translational
information is the effect of word sense disambiguation (WSD) through alignment to translation equivalents in
parallel corpora (Carpuat, 2013). Using translations as “semantic mirrors” makes it possible to discover lexical
semantic fields (Dyvik, 2002). Augmenting distributional representations with cross-lingually induced word
senses is an exciting strategy that we will investigate further in this project. Sense-aware word embeddings
are useful in monolingual tasks but especially also in cross-lingual applications such as statistical machine
translation (SMT). Zhang et al. (2014) present a model for bilingually-constrained phrase embeddings that
captures differences in meanings which is directly useful for translation model pruning and as additional semantic
feature in phrase-based SMT. Martı́nez Garcı́a et al. (2014) create bilingual word embeddings to be used in
word-sense augmented machine translation. Kočiský et al. (2014) propose a word alignment model that includes
bilingual distributed representation learning.

Cross-lingual Parsing
One of the specific applications we will look at is syntactic parsing for under-resourced languages. Parsing
is essential for many end-user applications and is probably the most intensively studied field in computational
linguistics. State-of-the-art approaches heavily rely on data-driven techniques using syntactically annotated data
sets (treebanks) and machine learning. Dependency parsing is a very popular framework in which grammatical
functions are marked as relations between individual tokens in a given sentence (see figure 4). Data-driven
parsers use transition-based (Nivre et al., 2007) or graph-based models (McDonald et al., 2005) or a combination
of both (Bohnet and Kuhn, 2012). Dependency parsing has been tested for a variety of languages and, depending
on language-specific properties and annotation principles, achieve overall high accuracies in the fully supervised
learning framework (Buchholz and Marsi, 2006). Unsupervised approaches have been proposed, but their utility
is difficult to evaluate and their accuracy usually falls far behind supervised approaches.

Recently, cross-lingual parsing gained a lot of interest. The dependence on existing treebanks restricts
the use of data-driven techniques, and transfer models have been introduced to fill the gap for low-resource
languages. Initial experiments of annotation projection for dependency parsing were rather unsuccessful mainly
due to differences in annotation principles (Hwa et al., 2005). Recent results suggest that cross-lingually
harmonized data sets expose the full potentials of projection techniques (Tiedemann, 2014). An illustration
of projected dependency structures is shown in Figure 4. Alternatively, transfer models based on language
universals have been proposed that do not require parallel data (McDonald et al., 2013). They largely draw on
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Xiao and Guo (2014) and using the findings from objective 1. Additionally, we will work on the integration
of prior knowledge in our cross-lingual models. Täckström et al. (2013) demonstrated that using typological
parameters describing e.g. word order can improve model transfer for dependency parsing, and Östling (2015)
showed that many of these parameters can be reliably estimated from parallel corpora. Thus, it should be
possible to complement prior knowledge of typological features and language relationships with data-driven
methods for typological parameter estimation to further improve annotation transfer. The typological parameter
estimation proposed by Östling (2015) will be extended to other types of typological features, in order to support
language-adapted transfer models for morphological and syntactic analysis.

We will use existing tools for training parser models1 and data provided by the universal dependencies
project2 to test and evaluate our ideas. For the latter we intend to collaborate closely with the developers of that
resource. We will annotate additional data for evaluation purposes that cover the selected low resource languages
according to the principles of universal dependencies, which is another relevant outcome of our research. We
aim for at least 1,000 sentences per language.

Objective 3: Highly parallel data for machine translation
Goals: The goal of objective 3 is to adress hypothesis 3 by constructing new pivot-based translation models
using multilingual word embeddings in connection with model triangulation and multitask learning. We aim at
increased coverage and quality of translation models for languages that have very limited resources and we will
emphasize the use of multiple pivot languages including closely related and less similar languages.
Methodology:

das riesige Haus

the huge building

the big house

the large home

the gigantic palace

la casa grande

p(t|p) sim(p,p1)

sim(p,p2)

sim(p,p3)

p(p1|s)

p(p2|s)

p(p3|s)

Figure 6: MT triangulation with phrase similarities: Semantically
related phrases are considered in the intermediate language (En-
glish) to create a German-Italian phrase translation entry.

In our research, we will use both, phrase-
based translation models using the state-
of-the-art SMT toolbox Moses3 and novel
neural network architectures based on
Sutskever et al. (2014). We will con-
sider translations between English and low-
density languages (in both directions) and
will address the following sub-problems:
(i) We will look at the use of word embed-
dings to improve model triangulation over
many different languages. One problem
of triangulation and pivot-based models is
insufficient coverage in intermediate translation models. Therefore, we will develop models based on current
research on bilingually-constrained phrase embeddings (Zhang et al., 2014) that enables a flexible mapping
between phrases in the pivot language using semantic similarity rather than identity. The idea is to combine
intermediate translation hypotheses that are semantically similar to each other using a weight based on that
similarity. Figure 6 illustrates the basic idea. Our hypothesis is that this approach used for multiple pivot
languages dramatically increases the coverage of the system especially when used with pivot models that are
trained on different domains.
(ii) We will integrate multilingual word embeddings (using the findings from objective 1) as additional features
in standard log-linear models of phrase-based SMT as proposed by Zou et al. (2013) and Zhang et al. (2014) and
investigate the possibilities of integrating continuous-space translation models as proposed by Gao et al. (2014)
into a pivot-based translation model for low-resource languages.
(iii) Multitask leaning is a useful framework for the joint learning of a model from related tasks with a shared
representation. We will apply this framework to multi-pivot-based machine translation treating the translations
to bridge languages as related tasks. Note, that low-level models such as the character-based MT that we have
worked on in previous research (Nakov and Tiedemann, 2012) may be part of this setup. We will look at the

1Mate-Tools: http://code.google.com/p/mate-tools/, MaltParser: http://www.maltparser.org
2http://universaldependencies.github.io/docs/
3http://www.statmt.org/moses/

cross-lingual 
representation learning

fuzzy pivoting

Bible
massively parallel 

corpora

parallel corpora in 
linguistics & typology

Suggestions?


