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Motivation for Modular Fine-Tuning

Fine-tuning enables us to adapt a pre-trained model to a given task
or domain.
What if we want to adapt to more than one task or domain?
Don’t want to fine-tune for every possible combination.
Need some way of combining independent fine-tunings.
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Modular Fine-Tuning for Multilingual NLP

Model needs to be specialised to a task AND a target language.
Often, the language(s) seen during training are different from the
one we test on.
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Talk structure

Alan Ansell, Edoardo M. Ponti, Anna Korhonen and Ivan Vulić.
Composable Sparse Fine-Tuning for Cross-Lingual Transfer (ACL
2022).
Alan Ansell∗, Marinela Parović∗, Ivan Vulić, Anna Korhonen and
Edoardo M. Ponti. Unifying Cross-Lingual Transfer across
Scenarios of Resource Scarcity (EMNLP 2023).
Alan Ansell, Ivan Vulić, Hannah Sterz, Anna Korhonen and
Edoardo M. Ponti. Scaling Sparse Fine-Tuning to Large Language
Models.
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Modular Fine-Tuning with Adapters

Lightweight components inserted into
Transformers layers and fine-tuned while
the other layers are kept frozen.
Consist of a single up- and
down-projection with a non-linearity.
Can be composed through stacking.

From Pfeiffer et al. (2021)
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MAD-X framework

Pfeiffer et al. (2020)
demonstrated the effectiveness
of adapter composition with
their MAD-X framework.
Specialise pre-trained
multilingual models to a
specific task or (possibly
unseen) language with
Adapters (Rebuffi et al., 2017;
Houlsby et al., 2019).
Effective zero-shot
cross-lingual transfer can be
performed by stacking a task
and language adapter.

From Pfeiffer et al. (2020)
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Multi-Task Learning with Adapters

Another use-case of Adapters is for multi-task learning: suppose
we have data for a number of tasks. Can we exploit the data from
these tasks to help learn new tasks?
Pfeiffer et al. (2021) showed that you can fuse Adapters for already
learned tasks to help with a new task using an attention mechanism
(“AdapterFusion”).
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Pros and Cons of Adapters

Pros
Fine-tuning is faster and uses
less memory.
Fine-tunings require less
memory to store.
Fine-tunings can be composed
by stacking adapters.

Cons
Adapters can’t directly modify
the attention or embedding
layers.
The additional layers slow
down inference.
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Addressing the Cons of Adapters

Don’t change the model architecture.
Fine-tune a subset of the weights.
BitFit (Ben Zaken et al., 2022) would be an extreme example.
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Motivation for Sparse Fine-Tuning

For maximum expressivity, we want to be able to modify all model
layers.
So just fine-tune a small subset of parameters in each layer:

Ffine-tuned(· ; θ) = Fpre-trained(· ; θ + ϕ),

where ϕ is sparse.
But which subset should we fine-tune?
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Approaches for Selecting Sparse Parameters

Use Fisher information to estimate the importance of each
parameter to the downstream task (Sung et al., 2021; Xu et al.,
2021).
Learn a continuous relaxation of a binary mask on the updates to θ
(Guo et al., 2021).
Use the Lottery Ticket hypothesis (our approach).
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Lottery Ticket Sparse Fine-Tuning

Start with pre-trained model F (· ;θ(0)).
Fully fine-tune F on the target task/language/domain → θ(1).
Select the K parameters with the largest absolute change
|θ(1)i − θ

(0)
i |.

Reset to θ(0) and perform a second fine-tuning phase, this time
fine-tuning only the K selected parameters → θ(2).
Obtain difference vector ϕ = θ(2) − θ(0).
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Zero-Shot Cross-Lingual Transfer with Multilingual
Models

Suppose we have training data for a task (e.g. QA) in English, but
we want to do the task in Finnish.
Fine-tune a multilingual model on the English data, and evaluate on
Finnish: F → FQA.
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Language Adaptation for Multilingual Models

Sometimes the target language (e.g. Maltese) is underrepresented
or unseen by the multilingual model.
Can adapt the model to the language with continued pre-training:
F → FMaltese.
How to combine FQA and FMaltese?
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PEFT Composition

When using adapter fine-tuning, we would stack the adapters for
FQA and FMaltese (“MAD-X”).
With SFT, we have FQA = F (· ; θ + ϕQA) and
FMaltese = F (· ; θ + ϕMaltese).
FQA + Maltese = F (· ; θ + ϕQA + ϕMaltese).
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Evaluation

Evaluation is on zero-shot cross-lingual transfer on four tasks across 32
low-resource languages. Baseline is MAD-X (Pfeiffer et al., 2020)
adapter composition.

Task Target Dataset Source Dataset

Part-of-Speech Tagging
(POS), Dependency Parsing
(DP)

Universal Dependencies 2.7
(Zeman et al., 2020)

Universal Dependencies 2.7
- English

Named Entity Recognition
(NER)

MasakhaNER (Adelani et al.,
2021)

CoNLL 2003 (Tjong
Kim Sang and De Meul-
der, 2003)

Natural Language Inference
(NLI)

AmericasNLI (Ebrahimi et al.,
2021)

MultiNLI (Williams et al.,
2018)
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Zero-Shot Cross-Lingual Transfer Results
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(c) Named Entity Recognition
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Effect of Sparsity
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Effect of Sparsity

Sparsity of fine-tunings seems to have two desirable effects:
Counteracts overfitting by reducing capacity.
Improves composability by reducing interference between
composed fine-tunings.
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SFT Composition vs Adapter Composition

+ SFT
Better performance
Model architecture doesn’t
change
Faster inference

+ Adapters
Training is faster and uses less
memory
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Using Composable SFTs

https://github.com/cambridgeltl/composable-sft
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Cross-Lingual Transfer Scenarios

Cross-lingual transfer scenarios differ significantly in terms of the level
of resource scarcity across multiple dimensions, e.g.

the amount of task-specific data available in the source and target
languages.
the amount of unlabelled data available in the two languages.
the amount of parallel data available between the two languages.
the degree of coverage in pre-trained multilingual models.
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Multi-Source Training for XLT

Training on data from two or more source languages can greatly
improve transfer performance even when the total number of
training examples is held constant (Ansell et al., 2021, 2022).
During training, each batch must consist of examples from the
same language so we can apply the relevant language SFT during
the training step.
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Unifying Cross-Lingual Transfer Techniques

So far we have considered training multilingual models:
Training on source language task data (to create a task adapter).
Training on target language plain text (to create a language
adapter).

But a number of other cross-lingual techniques exist:
Few-shot techniques: used when a small amount of target
language task data is available.
Translate-train: useful when parallel data is available or
source-target pair is covered by pre-trained models.

These techniques have mostly been studied independently so far. How
can we unify them into a single framework which can be applied across
XLT scenarios?
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Few-shot Cross-Lingual Transfer

Suppose we have K examples of the task of interest in the target
language.
Earliest “sequential” approach was to first fine-tune on source
language examples, then on the target language examples
(Lauscher et al., 2020).
More recent work has shown it’s better to train on both source and
target language examples simultaneously (Xu and Murray, 2022;
Schmidt et al., 2022).
We additionally propose few-shot upsampling, where the target
language examples are sampled more often than the source
language examples.
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Translate-train

“Translate-train single”: translate the source language training data
into the target language and train on the translated data.
“Translate-train all”: when there are multiple target languages of
interest, translate the source data into every target language and
train on the source + all translated data simultaneously.
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Bringing it Together

Choose a multilingual model such as XLM-R. Train language
adapters/SFTs for the source language and all target languages for
which unlabelled data is available.
Choose a multilingual MT model such as NLLB. Translate the
source data into all supported target languages. Adapt the MT
model to unseen target languages using parallel data if available.
Learn a task adapter/SFT through joint multi-source training on all
available data, i.e. source data, translated data and few-shot data.

Alan Ansell Modular and Efficient Adaptation with Sparsity February 2024 27 / 64



Evaluation Setup

Task Target
Dataset(s)

Source
Dataset(s) MMT Target Languages

Natural
Lan-
guage
Infer-
ence
(NLI)

AmericasNLI
(Ebrahimi et al.,
2022) (sh: 743 /
tst: 750)

MultiNLI (tr:
393K / dev: 10K)
(Williams et al.,
2018)

XLM-
R
Base

Aymara∗, Asháninka∗†,
Bribri∗†, Guarani∗,
Náhuatl∗†, Otomı́∗†,
Quechua∗, Rarámuri∗†,
Shipibo-Konibo∗†,
Wixarika∗†

Sentiment
Analysis
(SA)

NusaX-senti
(Winata et al.,
2023) (sh: 600,
tst: 400)

SMSA (tr: 11K,
dev: 1.3K) (Pur-
warianti and
Crisdayanti,
2019; Wilie et al.,
2020)

XLM-
R
Base

Acehnese∗, Balinese∗,
Banjarese∗, Buginese∗,
Javanese, Madurese∗†,
Minangkabau∗, Ngaju∗†‡,
Sundanese, Toba Batak∗†
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Results

AmericasNLI Nusa-X
Method Adapters SFT Adapters SFT

ZS 47.77 50.75 74.69 77.97
FS-SINGLE 51.08 55.01 80.64 83.76
FS (NO UPSAMPLE) 48.27 52.60 76.78 83.18
FS-ALL 51.98 55.91 80.13 83.30
TTRAIN-SINGLE 54.92 58.61 76.24 81.93
TTRAIN-ALL 58.44 56.7 81.11 83.39
FS + TTRAIN-ALL 59.33 62.02 82.40 84.81
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Conclusions

Language adaptation, few-shot training and translate-train can be
combined in a single framework to produce large performance
gains for low-resource languages.
Hand-annotated few-shot data is useful even when high-quality
machine translation is available.
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Scaling Sparse Fine-Tuning to Large Language Models

Lottery Ticket SFT performs well, but has two major drawbacks:
Because of the two phases, it takes twice as long as full fine-tuning.
It uses as much memory as full fine-tuning.
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Scaling Sparse Fine-Tuning to Large Language Models

We want a sparse fine-tuning algorithm which uses extra memory
proportional to dϕ, not dθ. We are inspired by the “Rigging the Lottery”
(RigL) algorithm of Evci et al. (2020).
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SParse Iterative Efficient Learning (SpIEL)

1 Randomly select a subset of parameters to fine-tune.
2 Every γ training steps, drop K % of the tunable parameters and

replace them with new ones.
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Dropping/Growth Criteria

Dropping: same as for LT-SFT, i.e. drop the parameters which
changed the least.
Growth: grow the parameters with highest estimated gradient
magnitudes.
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Estimating Gradients

How to estimate gradients of all parameters without using
unacceptably high O(dθ) memory to store the gradients?
While calculating the gradients during the backward pass, we can
take the top K for each parameter tensor, then dispose of the rest
of the gradients immediately.
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Alternative Growth Criterion with SM3 Optimizer

The efficient SM3 optimizer (Anil et al., 2019) stores row- and
column-wise gradient summaries for each parameter tensor.
We can estimate the dense gradient tensor as the outer product
rc⊤ of the two summary vectors.
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Evaluation

We evaluate on instruction-tuning LLaMA2 7b and 13b (Touvron
et al., 2023).
Baselines are LoRA (?) and (IA)3 (Liu et al., 2022).
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Results

Flan v2 GPT4-Alpaca Tülu v2 Tülu v2 ⊕
GPT4-Alpaca

Model / Method MMLU TyDiQA HumanEval MMLU GSM BBH TyDiQA HumanEval HumanEval

Ll
am

a2
-7

b Original 45.8 50.9 13.5 45.8 13.0 40.6 50.9 13.5 -
FullFT 50.5 55.5 15.2 51.3† 34.5† 45.3† 56.5† 22.6† -

(IA)3 46.7 51.6 14.7 47.8 17.0 40.6 52.2 15.5 16.6
LoRA 49.3 55.3 15.7 51.3 22.0 43.8 58.0 15.5 16.1
SpIEL-AG 50.7 56.2 15.6 51.5 23.0 44.8 59.4 17.1 18.8
SpIEL-MA 48.8 55.8 16.2 49.5 16.5 44.7 56.7 15.3 17.0

Ll
am

a2
-1

3b Original 55.3 60.3 17.8 55.3 23.0 47.8 60.3 17.8 -
FullFT - - - 56.7† 50.0† 51.9† 62.9† 26.7† -

(IA)3 55.1 60.1 18.5 55.6 27.5 50.6 62.8 18.1 18.4
LoRA 55.8 61.4 19.8 56.2 29.0 54.6 63.9 19.5 22.4
SpIEL-AG 55.8 62.5 20.0 55.9 31.5 52.8 63.5 20.3 22.7
SpIEL-MA 55.5 62.5 19.9 55.9 29.0 51.2 62.8 20.2 20.8
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SpIEL with Quantization

SpIEL is compatible with 4-bit NormalFloat quantization (Dettmers et al.,
2023), which greatly reduces memory usage with only a small effect on
performance.

Flan v2 GPT4-Alpaca

Model / Method MMLU TyDiQA HumanEval

Ll
2-

7b

Original (4-bit) 44.8 50.2 11.0
qLoRA 47.7 54.3 13.3
qSpIEL-AG 48.8 54.9 15.3
qSpIEL-MA 48.3 52.7 15.3

Ll
2-

13
b Original (4-bit) 54.7 59.6 15.5

qLoRA 55.0 60.7 18.2
qSpIEL-AG 55.5 61.5 18.8
qSpIEL-MA 55.4 61.7 18.4
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Time and Memory Efficiency

SpIEL is only slightly slower than LoRA.
Is is more memory efficient (except with gradient checkpointing, but
this slows down training).

Method LlaMA 2 7b LlaMA 2 13b
Mem. ↓ Time ↓ Mem. ↓ Time ↓

LoRA 40 / 18 30.5 / 42.5 66 / 31 45.9 / 64.0
SpIEL-AG 34 / 20 33.4 / 44.8 56 / 36 56.2 / 76.3
SpIEL-MA 30 / 17 30.6 / 41.7 51 / 31 50.6 / 70.9

qLoRA 30 / 8 38.5 / 55.2 46 / 12 63.6 / 95.3
qSpIEL-AG 26 / 13 42.8 / 58.4 40 / 19 73.4 / 101.1
qSpIEL-MA 22 / 10 39.6 / 55.5 35 / 14 70.1 / 97.3
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Using SpIEL

https://github.com/AlanAnsell/peft

Alan Ansell Modular and Efficient Adaptation with Sparsity February 2024 41 / 64

https://github.com/AlanAnsell/peft


Conclusions

SpIEL is the first memory-efficient sparse fine-tuning algorithm, and
is reasonably fast too.
Good performance relative to LoRA.
Displays good composability.
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Future Directions

Multilingual applications of SpIEL.
Exploring more sophisticated dropping/growth criteria for SpIEL.
Sparse fine-tunings show good zero-shot composability, but
multi-task learning with SFTs in the style of AdapterFusion is not
yet explored.
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Garcia, Moa Gärdenfors, Sebastian Garza, Fabrı́cio Ferraz Gerardi,
Kim Gerdes, Filip Ginter, Iakes Goenaga, Koldo Gojenola, Memduh
Gökırmak, Yoav Goldberg, Xavier Gómez Guinovart, Berta
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